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About me

• PhD student at Al. I. Cuza, Faculty of Computer Science

• Passionate about AI

• Iaşi AI member

• Technical Lead at Centric IT Solutions Romania
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Why the strange title?

• Based on my own experience

• Variational Autoencoders do bridge the two domains

• To have a full picture we must look from both perspectives
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Introduction: Autoencoders

• Neural network composed from two parts:
• An encoder and
• A decoder
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Autoencoders

How it works:

1. The encoder accepts as input X ∈ RD

2. It encodes it into z ∈ RK where K � D by learning a function
g : RD → RK

3. The decoder receives z and reconstructs the original X from it
by learning a function f : RK → RD s.t. f (g(X )) ≈ X
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Autoencoders — Architecture

How it looks:
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Autoencoders — example usage

Autoencoders can be used in anomaly detection1, 2:

• For points akin to those in the training set (i.e. normal) the
encoder will produce an efficient encoding and the decoder will
be able to decode it,

• For outliers, there will be an efficient encoding but the decoder
will fail to reconstruct the input.

1Anomaly Detection Using Autoencoders with Nonlinear Dimensionality
Reduction
2Anomaly Detection with Robust Deep Autoencoders
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https://dl.acm.org/doi/10.1145/2689746.2689747
https://dl.acm.org/doi/10.1145/2689746.2689747
https://dl.acm.org/doi/abs/10.1145/3097983.3098052


Variational Autoencoders — birds’ eye view

From high-level perspective, Variational Autoencoders (VAE) have
the same structure as an autoencoder:

• An encoder which determines the latent representation (z)
from the input X , and

• A decoder which reconstructs the input X from z .
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VAE architecture — high-level
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Variational Autoencoders — zoom in

• Unlike autoencoders, a VAE does not transform input into an
encoding and back.

• Rather, it assumes that the data is generated from a
distribution governed by latent variables and tries to infer the
parameters of that distribution in order to generate similar
data.
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Latent variables

• Represent fundamental traits of each datapoint fed to the
model,

• Are inferred by the model (VAE) in order to,

• Drive the decision of what exactly to generate.

Example (Handwritten digits)
To draw handwritten digits a model will decide upon the digit being
drawn, the stroke, thickness etc.
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What exactly are Variational Autoencoders?

• Not only generative models3,

• A way to both postulate and infer complex data-generative
processes3

3Variational auto-encoders do not train complex generative models
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http://dustintran.com/blog/variational-auto-encoders-do-not-train-complex-generative-models


VAE from deep learning perspective

Like an autoencoder with:

• More complex architecture

• Two input nodes one of which takes in random numbers.

• A complicated loss function
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VAE architecture

• The encoder infers the parameters (µ, σ) of the distribution
that generates X

• The decoder learns two functions:
• A function that maps a random point drawn from a normal

distribution to a point in the space of latent representations,

• A function that reconstructs the input from its latent
representation.
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Loss function

For each data point the following beast loss function is calculated:

li (θ, φ) = −Ez∼qθ(z|xi )[logpφ(xi |z)] + KL(qθ(z |xi )||p(z))

Where:

• Ez∼qθ(z|xi )[logpφ(xi |z)] is the reconstruction loss, and

• KL(qθ(z |xi )||p(z)) measures how close are two probability
distributions.
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Loss function — a quirk

• The loss function is the negative of Evidence Lower Bound
ELBO.

• Minimizing the loss means maximizing the ELBO which leads
to awkward constructs like optimizer.optimize(-elbo)4

4What is a variational autoencoder?
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https://jaan.io/what-is-variational-autoencoder-vae-tutorial/


A probabilistic generative model

• Each data point comes from a probability distribution p(x)

• p(x) is governed by a distribution of latent variables p(z)

• To generate a new point the model:
• Performs a draw from latent variables zi ∼ p(z)

• Draws the new data point xi ∼ p(x |z)

• Our goal is to compute p(z |x) which is intractable.
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VAE as a probabilistic encoder/decoder

• The inference network encodes x into p(z |x)
• The generative model decodes x from p(x |z) by:

• drawing a point from a normal distribution
• mapping it through a function to p(x |z)
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Inference network

• Approximates the parameters (µi , σi ) of the distributions that
generate each data point xi

• Determines a distribution qφ(z |x) which is closest to p(z |x)
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Maximizing ELBO

• Inference network uses KL divervence to approximate the
posterior

• KL divervence depends on the marginal and is intractable

• Instead, we maximize ELBO which:
• minimizes KL divervence, and
• is tractable.
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Instead of a demo

• Unfortunately, the experiment I’m working on is not ready for
the stage

• It is still stuck in data preparation stage (removing garbage)

• Instead you can have a look at an elegant implementation
provided by Louis Tiao.
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http://louistiao.me/listings/vae/variational_autoencoder.ipynb.html
http://louistiao.me/listings/vae/variational_autoencoder.ipynb.html


Questions?

21



More info

• Kingma, D. P. and Welling M., (2014) Auto-Encoding
Variational Bayes

• Rezende, D. J., Mohamed, S., & Wierstra, D. (2014).
Stochastic backpropagation and approximate inference in deep
generative models

• Doersch, C., (2016) Tutorial on variational autoencoders

• Altosaar J., What is a variational autoencoder?

• Tiao L., Implementing Variational Autoencoders in Keras:
Beyond the Quickstart Tutorial
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https://arxiv.org/abs/1312.6114
https://arxiv.org/abs/1312.6114
https://arxiv.org/abs/1401.4082
https://arxiv.org/abs/1401.4082
https://arxiv.org/abs/1401.4082
https://arxiv.org/abs/1606.05908
https://jaan.io/what-is-variational-autoencoder-vae-tutorial/
http://louistiao.me/posts/implementing-variational-autoencoders-in-keras-beyond-the-quickstart-tutorial
http://louistiao.me/posts/implementing-variational-autoencoders-in-keras-beyond-the-quickstart-tutorial


Thank you!

Please provide feedback!
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